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C. The Costs of Making Differences Visible

The Al reports agreement but may leave out a
concern the group has not addressed

The Al captures the spoken explanation but may miss
how the idea developed through notes and interaction.

Visualizing differences may support group
reflection, but may also reinforce group divisions.

Figure 1: Three cases in which an Al-produced account can reshape a group’s public position. In each panel, group interaction
on the left passes through an agent to the account on the right. In A and B the account loses something: a concern that received
no resolution does not reach a recap that records agreement (A), and an idea introduced on a shared canvas and restated in
speech is attached only to the later speaker (B). C runs the other way. The agent makes mixed statements readable as three
group positions, but a concern shared across the groups falls between the boundaries it draws. A and B suggest that an account
should show more; C is a counter-case in which showing more adds structure of its own.

Abstract

Al agents mediate not only individual contributions but also the
process through which many contributions become a team position.
This matters when an Al-generated account of a meeting reaches
another team, a manager, or an organization. Such an account may
be accurate sentence by sentence while obscuring how the group
reached its position, whose contributions shaped it, and which dif-
ferences remain unresolved. We develop this position through two
scenarios in which an account loses something: apparent consensus
that leaves a concern unresolved, and a contribution that moves
across speech and shared artifacts. We then present a counter-case
in which an agent makes stakeholder positions visible, and that
visibility may harden the divisions it was meant to clarify. Taken
together, the cases suggest that the design problem is not how much
an account should show, but whether a group can examine the in-
terpretation it carries. We therefore ask how agents might scaffold
members in tracing contributions and differences before an account
travels, and we consider evaluating such support by whether a
group, including members who brought different perspectives, can
explain how it reached its decision, rather than by whether most
members approve the account.

“Position paper accepted to the workshop “Nobody Did This”: Contribution, Originality,
and Accountability in Agent-Mediated Collaboration [8] at the 2026 ACM Conference
on Computer-Supported Cooperative Work and Social Computing (CSCW °26), Salt
Lake City, UT, USA, October 2026.
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1 Introduction

Al agents are becoming part of how teams write, discuss, and decide.
A member may use an agent to refine an idea before sharing it. An
agent may also combine several members’ inputs into meeting
notes, a decision record, or a document for another team. This
second role is common in larger organizations, where teams often
encounter one another through reports, tickets, and recaps rather
than through the original discussion. An agent-produced account
can therefore do more than shorten a meeting. It can become the
position through which a team appears to others.

Prior work has examined Al-mediated communication, meeting
summaries, collective statements, and tools that prompt teams to
reflect on their process [2, 3, 5, 22]. These approaches show how Al
can support communication, common-ground finding, and meeting
review. Less attention has been paid to what happens when an
agent-produced account becomes the evidence of how a group


https://orcid.org/0000-0001-8652-3408
https://orcid.org/0000-0002-1292-3422

“Nobody Did This” Workshop at CSCW 26, October 10-14, 2026, Salt Lake City, UT, USA

reached its position. A concise account may omit an unresolved
concern, attach an idea to the person who repeated it rather than
the person who introduced it, or merge several positions into a
statement that no member can fully explain. We use group-level
contribution dissolution as a provisional term for this loss of distinct
contributions and interactional context within an agent-produced
representation of a group. This loss matters because disagreement
and minority influence can sometimes prompt divergent thinking
or reduce biased information seeking [14, 20]. It does not follow
that every minority view is useful or should receive more weight.
Making group differences more visible may also strengthen group
boundaries or polarization [21].

We explore group reflexivity as one way to respond to this prob-
lem: members examine their goals, interaction, and decisions and
consider whether to adjust them [19]. Rather than asking an agent
to provide a finished reflection, we consider how it might indirectly
scaffold a group in tracing contributions, revisiting different per-
spectives and values, and deciding what its account should carry
forward. The group would still interpret that support in relation to
its task, history, and power relations. For the CSCW ’26 “Nobody
Did This” Workshop, this position extends the workshop’s account
of contribution dissolution from the formation of individual contri-
butions to the formation of a collective team account. We contribute
two scenarios in which an account loses a consequential difference,
a counter-case in which making differences visible may create a
new problem (Figure 1), and questions for studying Al as a scaffold
for group reflexivity. These cases do not support a general rule that
systems should show more disagreement. They instead foreground
the tension between preserving distinct contributions and avoiding
representations that give weak, extreme, or temporary positions
undue force.

2 Related Work

2.1 Agent-Mediated Contribution and
Collective Accounts

Al-mediated communication includes cases in which an Al system
modifies, augments, or generates a message to support a person’s
communication goals [5]. This mediation complicates attribution
because people may develop an idea through interaction with an
agent rather than bring a complete idea to it. The loss is broader
than a missing label: documentation can record that Al was used
without recovering who formed a judgment or who can answer for
it. Related systems also synthesize several positions into a collective
statement. Such systems can help groups find common ground [22],
and meeting recap systems can support different post-meeting
needs, since a single fixed-length summary serves quick overviews
and detailed review unevenly [2]. However, a collective account
does more than shorten text; it selects which contributions become
visible to people who were not present. This creates two related
questions: attribution asks who contributed to the account, and
representation asks why the account can stand for the group. The
second becomes important when a recap enters a ticket, decision log,
or management report and gains authority through that workflow.
A recipient may inspect the final wording or an Al-use disclosure
but still be unable to see which disagreement was closed, deferred,
or omitted.
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2.2 Meeting Analytics, Reflection, and Group
Reflexivity

Meeting support is moving from recording outcomes toward prompt-
ing reflection on the process. MeetingCoach presented post-meeting

behavioral feedback [18], and Are We On Track? compared ambient

visualization with active questions about meeting goals, identify-
ing trade-offs among timing, interruption, and user control [3].
Structured collaborative reflection can also help people move from

individual accounts toward shared interpretation, although evi-
dence depends on the setting and form of scaffolding [4, 16]. What

such systems can measure is constrained, however, by what collab-
orative work leaves behind. Speaking time describes access to the

floor, not whether a short question changed the decision; a count of
notes describes production, not whether the notes were taken up.
Research on Al feedback for meeting inclusion also suggests that a

behavioral measure cannot be separated from organizational norms,
since a system may favor one communication style, expose an in-
dividual, or conflict with hierarchy [7]. We therefore treat speech,
artifacts, and interaction as possible evidence rather than as a con-
tribution score, and would keep captured traces, agent-inferred

relations, and group-confirmed interpretations distinct rather than

collapsing them into one display.

These studies also do not imply that an Al interpretation is
itself group reflection. Individual feedback may help one member
reconsider their behavior, and a team-facing display may create
awareness of a shared pattern, but group reflexivity requires an
additional social step: members compare accounts, question what
the representation privileges, and decide whether to revise a shared
account or future action.

A related line of work has agents intervene in the discussion
itself rather than report on it. Systems that voice underrepresented
positions or argue against an emerging consensus can raise psycho-
logical safety and satisfaction in power-imbalanced groups [9, 12].
How the support is delivered matters, however: relaying a minority
member’s view through an agent raised their participation while
lowering their psychological safety, whereas Al-generated coun-
terarguments did not show that cost [10]. These results concern
the moment a position is expressed. Our question is what happens
afterward, when the discussion is compressed into an account that
travels. The two are not interchangeable: an intervention that helps
a minority position enter the conversation does not ensure the po-
sition survives into the record, and a group that heard an objection
may still circulate a recap that omits it. This distinction motivates
our focus. We explore a division of labor in which an agent orga-
nizes evidence and prompts review, while members interpret that
support and decide what may leave the meeting as a collective
position.

3 Al-Facilitated Group Reflexivity

We use Al-facilitated group reflexivity to describe a group process
rather than an automated analysis. Instead of writing a finished
reflection, an agent might return selected traces and questions
that help members examine how they worked and decide what
to do next. These prompts could show how an idea moved across
speech and shared artifacts, which perspectives an account merged,
or where a disagreement remained unresolved. Members would
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interpret these prompts in relation to their task and decide whether
to revise the account, revisit a decision, or take no action. This is
an indirect form of scaffolding: the agent structures an occasion
for reflection but does not supply the group’s conclusion. Prior
systems show that short, structured reflection can support teams
in examining shared practices, while the effect depends on how
reflection is organized [4, 16]. We call the occasion a reflective
checkpoint. It might occur before notes are circulated or before one
team hands work to another. We present it as a direction for design
and study, not as a validated procedure.

A possible checkpoint could distinguish three layers that a sum-
mary often merges. The first is the evidence: an utterance, note,
edit, or decision trace. The second is the agent’s interpretation: for
example, a proposed link between a note and a later proposal, or
an inference that an objection received no response. The third is
the group’s disposition: members may confirm, correct, reject, defer,
or leave that interpretation unresolved. An interface might place
a source excerpt beside an inferred link and let members add a
short reason for its disposition. It might also group contributions
by issue rather than rank people by activity. This structure would
not recover a complete history. It would instead help members dis-
tinguish what the system captured, what it inferred, and what the
group reviewed. Whether members would use the distinction, or
read any displayed inference as established, remains an empirical
question.

This proposal does not treat visibility as a benefit by default. A
minority view may be mistaken, weak, or extreme, and a group may
have a reason to reject it. Making differences more visible may also
harden temporary positions into group identities, as our counter-
case illustrates. The intended role of scaffolding is therefore to
help a group trace and interpret contributions, perspectives, values,
and unresolved tension, not to decide which member contributed
most or which view should prevail. Member review would not
remove the agent’s influence: selection, framing, and timing still
shape attention. A manager may dominate the review, or most
members may approve an account because reopening it is costly.
Al-facilitated group reflexivity may provide another occasion for
the group to notice and contextualize this mediation, but it would
not make the agent neutral, equalize power, or guarantee a better
outcome.

4 Two Scenarios and a Counter-Case

We use two scenarios to examine what an agent-produced account
may lose, followed by a counter-case about what visibility may
cost (Figure 1). The first concerns unresolved disagreement and
the second contribution across people and media. The counter-
case then considers an Al visualization of stakeholder positions,
which makes differences visible rather than losing them. These
are constructed cases for examining design tensions, not empirical
findings, and the risks we raise in each are conjectures we would
want to test.

4.1 An Unresolved Concern That Does Not
Reach the Account

A project team must select an implementation plan before the
end of a meeting (Figure 1-A). Most members support one plan.
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One member briefly raises an accessibility risk, but the meeting
moves on before the group addresses it. The Al recap states that
the team agreed on the plan, and another department treats the
matter as settled. The account has turned a concern that received no
resolution into apparent consensus. A reflective checkpoint might
return the concern with its source excerpt and ask the group to
mark it as incorporated, resolved, rejected with a reason, deferred,
or unresolved. The account could still report the selected plan while
carrying forward an unresolved risk.

This support would not imply that the concern should prevail.
The team may have good reasons to proceed: the risk may be misun-
derstood, already handled elsewhere, or minor relative to the cost
of addressing it. An explicit rejection with a reason is a legitimate
outcome, and a system that treats every retained objection as a
problem would push groups toward reopening settled matters. The
purpose of a recorded status is to distinguish deliberative treatment
from omission, not to give every minority view equal weight. A
durable status may also expose the member who raised the concern,
especially when managers can inspect the record. Research would
therefore need to examine who can see the trace and whether mem-
bers can record a disposition without turning disagreement into
individual performance data.

4.2 Contributions That the Transcript Does Not
Capture

A product team ideates with physical sticky notes on a shared
canvas while talking (Figure 1-B). Members contribute in different
ways. One writes many sticky notes but speaks little. Another posts
few notes but talks often, asks questions, and keeps the session
moving. A junior member writes a short note that reframes the
problem; a senior member later explains and extends it in speech,
and the final plan adopts the refined version. The Al recap links the
idea only to the later statement, and describes the session mainly
through what was said. Where supporting traces are available, a
reflective checkpoint might show a possible link among the note,
the speech, and the adoption, then let members correct it or supply
missing context. The account could distinguish proposing, refining,
and facilitating without selecting one owner or converting the acts
into a score.

The difficulty here is not only that credit moved to the wrong per-
son. It is that contributions arrive in different modalities, and a sum-
mary built mainly from transcript text can render them unevenly.
An audio recording does not capture who writes or rearranges a
physical note, and a photograph may preserve its content without
revealing its author or how the group developed it. A digital shared
canvas may retain authorship and edit history, but these traces are
not necessarily available in an in-person session. The account may
therefore preserve the spoken explanation while losing the context
in which the idea took shape. Posting an idea, restating someone
else’s idea so the group can act on it, and asking the question that
changes the framing are different acts, and none of them reduces to
volume in one channel. Activity measures do not settle this either.
A member may speak little because they are listening, because their
input is not needed, or because the group does not take up what
they offer, and speaking time alone cannot distinguish these condi-
tions. Contribution lineage may provide more context by showing
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whether an idea moved into later work, but it requires capturing
speech, notes, and edits, and the same trace that helps a member
recover recognition could let a manager audit individual output.
Attribution may also be unwanted when an idea is contested. A
design might therefore let members decline attribution as well as
claim it, and studies should examine who benefits when lineage
becomes visible within a hierarchy.

4.3 A Counter-Case: The Costs of Making
Differences Visible

One response to the omissions in A and B is to make contributions
and differences in perspective visible so that members can exam-
ine them together and decide how to proceed. This counter-case
considers a visualization of stakeholder positions: it may support
group reflection, yet the way it organizes differences may introduce
problems of its own.

Several departments negotiate a policy that affects cost, em-
ployee workload, and customer access (Figure 1-C). An agent repre-
sents statements from their meetings as points in a shared space and
groups nearby points into visible positions. Such analysis can trace
how suggestions are prioritized, discarded, or carried into recom-
mendations [17]. It may reveal distinctions that a single summary
would hide. The representation also adds its own structure: mixed
and changing statements may appear as stable clusters associated
with each department, while a concern shared across groups may
be split by the cluster boundaries.

Our concern with this case is that a readable map may invite
members to defend a group label rather than revise a position. We
offer this as a conjecture, not a finding. It is informed by work in ad-
jacent settings: making group identity salient in computer-mediated
communication has been associated with stronger movement to-
ward a group norm [21], and whether a stance is presented as a
majority or as an isolated dissent has been associated with different
patterns of stance change [13]. Neither studied a stakeholder map,
so we read them as reasons the question is worth asking rather
than as support for an answer. A possible alternative is to keep
the unit of representation at the level of claims and time, showing
overlap and change before assigning a group profile. This could
preserve ambiguity but also make the display harder to read. Which
representation helps a group reason without fixing its divisions
is an open question, and one we would want to settle empirically
before recommending either.

Together, the cases do not support a general rule that an account
should show more. In A and B, the agent removes structure by
dropping a concern or a contribution path. In C, it adds structure
by drawing boundaries around positions. Both operations interpret
the group. The common design question is whether members can
examine that interpretation and decide how it should inform the
account that travels.

5 Supporting Group Interpretation

Provenance records alone are unlikely to recover the social condi-
tions that made a contribution accountable. Group reflection may
therefore need to offer more than a log. Members may need to cor-
rect a proposed link, explain why an item was excluded, or retain
a disagreement in the account. What counts as relevant evidence
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would likely vary by task, since people judge credit through several
factors rather than one quantity [6]. Letting a team select those cri-
teria may itself create pressure to perform for them. A short review
step before cross-team circulation might help members interpret
the account in relation to their situation, but it would not indicate
consent by default. Hierarchy or time pressure could turn a review
button into routine approval. Timing matters for the same reason:
active reflection can prompt reconsideration but also interrupt,
while passive feedback is less disruptive and easier to ignore [3]. A
checkpoint may therefore suit a high-consequence commitment or
a handoff between teams better than every agenda item.

How such a step is evaluated matters as much as how it is built.
Because making differences visible may also harden them, measur-
ing only how much information the intervention exposes would be
insufficient. Measures built around individual experience may also
miss what happens at the group level, which has been raised as a
reason to develop group-level constructs and metrics alongside in-
dividual ones [11]. Evaluation may need to separate whether most
members liked or approved the intervention, whether participa-
tion changed, whether the group—including members who brought
different perspectives and values—could explain its decision, and
whether the agent steered the result. These outcomes need not
move together. Two experiments on LLM-facilitated deliberation re-
port versions of this gap: facilitation raised how much information
groups shared without a significant effect on the decision outcome
[1], and participants preferred facilitated discussion and cited inclu-
sivity as the reason even though measures of participation equity
did not improve, while the facilitators shifted some allocations [15].
A reflective checkpoint could plausibly show the same pattern,
changing what a group discusses without changing what it decides.
An endorsed account that the group cannot explain would therefore
provide limited evidence of successful reflection. Any gains would
also need weighing against surveillance, interpersonal exposure,
and delay.

6 Conclusion

Agents intervene not only when individuals form and share contri-
butions, but also when many contributions become one team posi-
tion. Our cases suggest that an agent shapes that position whether
it omits a difference or draws the lines between differences, and
that both involve interpretations the group may never examine.
Review may not be worthwhile for routine work, and when it
is proportionate to the consequences remains open. We do not
propose preserving every contribution or delaying every decision.
We suggest studying how agents might scaffold teams in tracing
contributions and differences, interpreting them in context, and
explaining how an account came to speak for the group.
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