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Abstract

Al-mediated communication (AIMC) can relay a person’s concern
under an Al identity. We use the term AI proxy speech for this
arrangement. We revisit our study of 96 participants in groups
with unequal power in a controlled setting. The Al relayed junior
members’ private input under its own name alongside counterargu-
ments it generated. Some senior members discounted Al messages,
and juniors reported lower psychological safety in this condition
than in the baseline. The design also limited timely clarification
and follow-up. We argue that evaluating Al proxy speech requires
attention to message delivery, group response, and opportunities
for protected follow-up. Beyond this controlled setting, cultural and
organizational conditions may create needs for protected commu-
nication that warrant further study. We propose examining when
such channels could help members raise concerns while limiting
personal exposure, how groups respond, and how those who hold
authority shape adoption and use.

CCS Concepts

« Human-centered computing — Computer supported coop-
erative work; Collaborative interaction; Natural language interfaces;
HCI theory, concepts and models.
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1 Introduction

Groups can make better decisions when members bring different
information and question each other’s reasoning. The same setting
can also suppress the views it needs. Members who disagree may
voice agreement anyway, a response social psychology calls compli-
ance: a public position that does not match a private one [1, 24, 33].
A member with a minority view faces pressure from a majority
whose agreement is already visible. A member with less power may
also depend on others for evaluation, rewards, and future work
[7, 8]. These pressures can lead members to withhold concerns
that could inform the group’s decision [22]. Speaking identifies
the person who disagrees and may expose them to consequences
beyond the discussion.

Al-mediated communication (AIMC) changes the link between
a person and a message. It covers communication in which AI
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changes, adds to, or generates a message for a communicator [13].
Many systems keep the person as the visible sender, but Al can
also appear as the public source. A junior employee who fears re-
taliation for reporting a safety risk might want this distance from
the message. In unsuccessful conversations, participants assigned
less responsibility to their partner when using a messenger with Al
reply suggestions [16]. This raises a related question for group com-
munication: how do members respond when Al presents someone’s
concern under its own identity?

We use Al proxy speech as a descriptive term for an AIMC setting
in which a person supplies the concern while Al appears as the
public speaker. We argue that evaluating Al proxy speech requires
attention to message delivery, group response, and opportunities
for protected follow-up. We develop this position by revisiting our
completed study of minority support in groups with unequal power
[27], where the channel did not provide the support we intended.

This paper offers the workshop three things. It contributes a case
in which an Al-mediated channel delivered a member’s concern
under an Al identity, yet some members gave Al messages less
weight. It raises a design question about how to limit exposure
of the sender while supporting clarification and follow-up. It also
raises a governance question, since people whose authority creates
a need for protected communication may also decide whether such
a channel exists. We hope to discuss how CSCW should evaluate
and govern proxy speech for members with less power.

2 Related Work

2.1 Power, Silence, and the Limits of Anonymity

Social influence research explains why people who hold a different
view often keep it private. Majority opinion can produce compli-
ance, a public agreement that does not reflect private belief [1, 33].
Kelman separates compliance from real attitude change and links it
to avoiding punishment or seeking reward [24]. Formal hierarchy
can reinforce this pressure when senior members hold legitimate
and reward power over junior members [7, 8]. When the minority
stays silent, the group loses the views that could improve its deci-
sion, which is a known path to groupthink [22]. A requirement for
unanimous agreement can also reinforce commitment to an earlier
decision [23]. Organizations can also develop shared beliefs that
raising problems is unsafe [32]. Psychological safety can counter
this, but it depends on team and leadership practice [6].

Two established remedies show why the problem is hard. The
first uses a devil’s advocate to challenge the emerging view, a role
also explored with Al-generated counterarguments [26]. This can
encourage discussion of different perspectives [30], but the assigned
advocate may not hold the view they present. Prior work finds that
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genuine dissent can prompt broader consideration of alternatives
than assigned dissent [35, 42]. The assigned role also offers no direct
access to concerns that others keep private. The second remedy
removes the name from the message, which can lower the risk of
exposure but changes how members identify with the group and
how they express criticism [2, 39]. One Al-based approach relays
a member’s private input under the Al’s identity [29]. Anonymity
has two limits that matter here. In a small group, a unique opinion
may still identify its source; research on whistleblowing also shows
that content and writing style can enable re-identification [45].
Removing identifying details also leaves open how a group will
respond to the message. Protection and uptake therefore require
separate attention.

2.2 Human Input, Public Attribution, and
Responsibility in AIMC

Many AIMC systems keep the person as the visible speaker while
suggesting replies, changing tone, or helping someone present
themselves [9, 11, 15, 17, 40]. Message suggestions can also sup-
port cooperation between people with different group identities [4].
Support can sit on the receiving side, where Al reframes a difficult
message for the person who reads it [49]. Group agents can prompt
participation [5], help learners form social connections [47], me-
diate between views [43, 46], or generate counterarguments [3].
People and systems may share topic selection, wording, and ap-
proval across these arrangements. Our case combines the AI's own
counterarguments with messages based on a member’s private in-
put. We use proxy speech for the latter: the Al paraphrases a concern
and posts it under its own identity. Receivers see the same public
source for both types of message. Work on agents that represent
people through generated speech also raises questions about user
control and trust [19].

Al involvement can affect both a message and how people as-
sign responsibility for it. Suggested text can change topic choice
and expressed views [20, 36]. More support also does not always
give users more agency. One study of personalized writing support
found more reading highlights alongside lower reported auton-
omy, ownership, and self-credit [38]. AIMC studies also examine
changes in language use and interpersonal perceptions [17, 31]. Be-
liefs about Al authorship can affect judgments of a communicator
[21], and Al-generated replies can affect responsibility judgments
after a conversation fails [16]. These findings show why evaluation
should distinguish message production, perceived authorship, and
responsibility.

Recent disclosure studies also report mixed results. One experi-
ment found lower perceived author trustworthiness and authentic-
ity, and lower willingness to use the content, when Al involvement
was disclosed [41]. Another study found lower judgments of writers
after disclosure, especially for social and emotional writing [34],
while two trust game experiments found no significant reduction in
behavioral or stated trust after disclosure [37]. A protected channel
adds a further problem. Marking a specific message as based on
human input may reveal that someone in a small group disagrees.
Labeling it only as Al generated may hide that a member has some-
thing at stake. Disclosure choices therefore require attention to
both source visibility and the risk of identifying the sender.
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3 Case Study: AI-Mediated Communication for
Minority Voice
3.1 Study Design and Intervention

Our prior study involved 96 Korean participants in 24 groups of four
[27]. Each group included three senior members with high power
and one junior member with low power. Role labels appeared beside
messages. Seniors jointly decided whether the junior received a
bonus, giving them evaluation and reward authority. Groups dis-
cussed two workplace decisions through text chat: selecting a team
leader for promotion and choosing a contractor. Task materials
gave seniors and juniors reasons to prefer different options, placing
the junior in a minority position.

We compared a baseline without Al support with two inter-
ventions. In the Al-generated Counterargument condition (AIGC,
Figure 1, Case 1), the Al posted arguments against the emerging
majority view. In the Al-mediated Message condition (AIMM, Case
2), it also received private input from the junior, paraphrased it, and
posted it under the AI's name. AIMM thus combined Al-generated
counterarguments with messages based on human input under the
same identity. This mixture was intended to protect the junior’s
anonymity by concealing the source of each post. Each participant
experienced the baseline and one Al condition. Only the junior
knew about the private channel. Seniors therefore saw similar Al
posts in both conditions, but juniors in AIMM knew that some posts
represented their own concerns.

3.2 Summary of Empirical Findings

We measured psychological safety, perceived influence, marginaliza-
tion, satisfaction, and communication volume. We also interviewed
juniors individually and seniors as a group. Across conditions, about
80% of final decisions aligned with seniors’ preferences. AIGC re-
duced juniors’ reported marginalization and improved several sat-
isfaction measures without a significant reduction in psychological
safety. In AIMM, juniors reported lower psychological safety, per-
ceived influence, and process and outcome satisfaction, and greater
marginalization than in the baseline. The regression model showed
that juniors wrote more characters in AIMM than in the baseline,
but this difference did not remain significant after Bonferroni cor-
rection. Message counts did not differ significantly. These results
provide limited evidence of increased communication volume.

Interviews help explain these experiences. Some seniors gave
Al messages less weight because they did not come from a person.
Others questioned the AI's credibility because its position changed
during the discussion. Juniors sometimes felt ignored when the
group dismissed messages that carried their input. These accounts
suggest a problem with how receivers interpreted the source, but
they do not establish why each relayed message received a particu-
lar response.

The system also limited timely clarification and follow-up. It
posted at eight-turn intervals and sought to avoid repeating content.
Juniors could submit private input, but the design did not support
direct exchanges with the AI in the group discussion. Publicly
claiming a relayed message would reveal its source. We interpret
these constraints as a reason to examine follow-up alongside initial
delivery. The interviews also raised questions about authenticity,
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Figure 1: The two AI conditions. AIGC posts counterarguments generated by the system. AIMM also paraphrases junior
members’ private input and presents it under the AI’s name. The junior’s input and the AI’s own arguments appear under the
same identity. Junior members reported more favorable experiences in AIGC than in AIMM.

authorship, and responsibility. We use these concepts to interpret
participants’ accounts; the study did not directly measure them.

4 Implications

4.1 Evaluating Protected Channels by Group
Response

Group Experience (GX) offers a lens for examining experiences
that emerge through group interaction [28]. For Al proxy speech,
this means examining how the group responds as well as how
the sender uses the system. A protected channel changes what
receivers know, how a sender can respond, and who makes the
decision. We consider four questions for design and evaluation. The
first concerns what members know about the channel: that it can
carry a person’s concern, how Al changes the input, and who can
access the records. The second concerns the sender’s control. A
person should be able to review what the Al changed and choose
whether to edit, approve, delay, or withdraw the message. The
third concerns the group’s response. Before reaching a decision,
members could acknowledge relevant concerns and record how
they considered them, including reasons for rejecting a suggestion.
The fourth concerns clarification. A sender may need to correct
the AI's wording, add context, or respond to an objection without
revealing their identity. Other members may need evidence or an
explanation when a claim affects them. The channel should support
these exchanges while allowing the sender to decide whether to
disclose more information.

The need for a response continues after delivery. A group may
discount a concern because Al posted it and proceed with its pre-
ferred decision, leaving assumptions unexamined. Research on
groupthink connects such patterns to poor decisions [22]. Preserv-
ing anonymity alone may leave this problem unresolved. In our case,
some seniors discounted Al posts while juniors understood those
posts as attempts to express their views. Receivers may overlook
the need to respond when no person publicly claims the concern;
whether repeated use reinforces this pattern requires further study.

Follow-up also involves the sender. Using a protected channel to
insist on a claim while avoiding questions or responsibility for its
consequences could be irresponsible. We propose that senders take
responsibility for the content they approve and have a way to ex-
plain or correct it without public exposure. Groups would still need
to assess its accuracy. The same concealment can make it difficult to
claim credit for a useful contribution. If a group adopts a suggestion
as the AI’s idea, the person who supplied it may remain unrecog-
nized. Researchers should examine whether senders can choose to
claim their contributions and what risks that choice carries.
Supporting these exchanges would require responsibilities for
the sender, system operator, and group. Operators could limit access
to identifying records, and groups could review how they handled
concerns. An independent facilitator might verify identity or re-
view unanswered concerns, although that access could deter use or
create risk in some settings. A protected channel should support
efforts to improve direct communication, psychological safety, and
responsible leadership. In addition to comparing message volume,
researchers could examine whether the group replied, whether
the concern entered the decision record, whether the sender could
follow up, and whether repeated use exposed the sender. These
measures would help assess what happens after a message reaches

the group.

4.2 The Need for Protected Communication

Some groups punish dissent, concentrate decision authority, and of-
fer few routes to raise concerns outside the group. In such settings,
a protected channel may offer one of the few alternatives to silence.
Our results do not establish that Al proxy speech provides effective
support under these conditions. They leave open whether differ-
ent designs could help people whose concerns would otherwise
remain private. This possibility warrants research with safeguards
appropriate to the risks members face. We built the channel for a
setting where we expected it to help. Seniors controlled the junior’s
bonus, and task materials placed the junior in a minority position.
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The controlled study ended after a single meeting. Participants did
not risk an ongoing job or working relationship. In an ongoing
group, a member may depend on the same people for evaluation
and continued membership, lack an independent route to appeal,
or expect lasting consequences for dissent. These constraints could
create a need for communication that limits direct attribution. The
less favorable experiences in our study remain a reason for caution
when considering this possibility.

Three conditions could guide further investigation: members face
a credible risk of retaliation, exclusion, or unfair evaluation; the
concern affects a consequential decision; and the sender chooses
the channel after reviewing its protections and limits. Research
would need to test whether these conditions make the channel
useful. Studies would need to assess whether the system preserves
the intended meaning, how others might infer the source, and who
can access private input and records. The sender should be able to
review each message and decide whether to proceed. Managing the
channel could also add work. Some juniors in our study described
difficulty coordinating private input with the public discussion.
Further studies should examine that burden alongside the group’s
response and the sender’s experience. Comparisons should include
available alternatives, such as independent Al counterarguments,
drafting support, or communication with a responsible office out-
side the group. Independent counterarguments may be sufficient
when the group needs another perspective; relaying private in-
put may matter when a member holds information the AI cannot
supply. The relative value of these options would depend on local
relationships, access to support, and the concern itself.

4.3 Cultural Context and Organizational
Adoption

Our participants were Korean, and cultural context may have
shaped their experience. A single sample offers little basis for iden-
tifying that influence. National cultural dimensions describe broad
patterns across countries [14]. Prior work links employee voice
and silence to both cultural context and local conditions [18, 25].
Research also distinguishes speaking to suggest improvements
from speaking to warn about problems [48]. These findings suggest
that the reasons for using a protected channel may vary with the
concern, the group, and the cultural setting. Making disagreement
visible and resolving it through open discussion may not suit every
cultural setting. Individualistic contexts often favor addressing
conflict directly, whereas collectivistic contexts may favor indirect
communication and norms that preserve interpersonal harmony
[7, 12]. Groups also develop shared practices for handling differ-
ences, including rules that maintain relationships and limit overt
conflict [10]. Conflict resolution may therefore involve little public
confrontation. These are broad tendencies, and preferences can
vary within cultures and organizations. Researchers should con-
sider when members prefer direct discussion, private mediation,
or indirect communication, and whether each approach allows a
concern to receive a fair response. A protected channel may fit
some of these preferences, but studies would need to examine its
effects on both the sender and the group.

Organizational adoption raises a further question. People whose
authority creates a need for protected communication may also
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decide whether a channel exists. They may accept Al advice while
resisting a route for unnamed concerns. They could restrict who
uses the channel, demand access to identifying records, or treat
posting a message as sufficient participation without considering it.
Closed organizational conditions may increase the need for protec-
tion while preventing adoption or weakening safeguards. Attending
to these practical barriers could be as useful as studying effective
interventions in controlled settings. Such research could examine
who can block adoption, whose concerns enter the decision, and
whether members with less power can influence the terms of use.

Researchers could follow selection, configuration, use, and re-
view of a channel. Possible safeguards include consulting mem-
bers with less power, limiting access to identifying records, and
reviewing how managers respond to concerns. Work on organiza-
tional oversight offers a basis for considering these arrangements
[44]. Their value would depend on who conducts the review and
whether members can question its decisions. Comparative field
studies should also examine decision authority, penalties for dis-
sent, access to appeal, and dependence on others for evaluation.
These conditions may explain differences within cultural settings
as well as across them and help identify when a channel offers
meaningful protection.

5 Conclusion

In our study, junior members reported less favorable experiences
when the Al relayed their concerns under its own name. Some se-
niors discounted Al messages, and the design limited timely follow-
up. We therefore propose evaluating message delivery, group re-
sponse, and opportunities to clarify a concern without revealing
the sender. Complex organizational and cultural settings may cre-
ate needs that this controlled study did not capture. Establishing
whether Al proxy speech can address them requires further re-
search into both the channel and the people who decide whether
and how it is used.
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